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C O N T E N T S
You don’t need to be a data scientist to understand  

what data can do for your business, but you do need to 
speak their language. In this guide, leading practitioners  

will set you on your way by explaining where data can  
really help you, how to use it properly and how to build 

capability in your organisation.
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Business has always been a numbers game. There aren’t many 
senior executives who don’t know their way around a spreadsheet 
or who would opt to make decisions solely based on gut feeling 

– important though that can be – without recourse to hard evidence.

But the rise of modern data science techniques seems to be turning 
business from an art and a science into an enigma. There is now an 
astonishingly successful set of companies, most prominently on the US 
West Coast, that can do seemingly miraculous things with advanced 
statistics and computer science – the kind of acrobatics that used to be 
confined to academic research and sci-fi novels, and that make you wish 
you paid more attention at school.

Unsurprisingly, and egged on by a cabal of “digital transformation” 
consultants that have a vested interest in making things seem even more 
complex, leaders of traditional businesses are falling over themselves to 
become data-driven – much of the time not really knowing what that 
means and much of the time failing, yet determined not to be left behind.

This report is designed to demystify data science. We have spoken to 
leading data scientists in both research and practice to separate the 
reality from the hype, to explore what happens inside the algorithmic 
black box and to examine what applied data in its various forms can 
actually do for businesses. We look at the questions decision-makers 
should be asking of their data scientists, and how to build data 
capabilities in your company without betting the farm. And the  
good news is, you won’t need a degree in statistics to understand it.

Introduction

Words: Adam Gale

DATA SCIENCE 
DEMYSTIFIED
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Part 1 HOW CAN DATA 
SCIENCE HELP ME?
From spotting market opportunities to 
serving customers better, there is an 
analytical path to enlightenment

There is no such thing as a business that doesn’t have data or 
doesn’t use it in some way. Management accountants deploy  
data all the time to answer important questions like where you 

spent your money last year, how much tax you need to pay and how to 
allocate your capital resources most efficiently. Marketers are awash with 
customer data that enables them to profile the people buying products  
in minute detail.

Where modern data science diverges from these traditional practices  
is in the level of analytical sophistication. The simplest level, descriptive 
analytics, is all about making the data you have in the business more 
useful through rigorous analysis, explains Nicos Savva, Professor of 
Management Science and Operations at London Business School, where 
he teaches the Data Science for Business Analytics course.

“Descriptive analytics is all about the past. Specifically, it’s about 
shifting our mentality from what do we think happened to what has 
actually happened, with quantitative evidence, and that’s super useful,” 
Savva says.

The goal is to better understand your business, market and customers, 
so you can spot opportunities and make better decisions. For example,  
if you’re in a bank, a careful analysis of your SME customers’ spending 
data might reveal that a large proportion have been looking for HR  
advice, enabling you to partner with an external provider and proactively 
offer a service to customers. It’s something that wouldn’t necessarily have 
been apparent from just looking at the data set, but requires some 
number crunching.

Increasingly, descriptive analytics happens in real time, often shown in 
interactive, customisable dashboards. Savva gives the example of hospital 
A&E departments, where dashboards allow managers to see how busy 
departments are at any given time, which can help them manage 
fluctuations in demand and help staff know when they can take breaks. 
Similarly, supermarkets that monitor queue length know the optimum 
time to open a new till.

Data science starts to get more advanced when models get involved 
(the statistical, not the catwalk kind). This is often where you hear terms 
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DESCRIPTIVE 
ANALYTICS IS ALL 
ABOUT THE PAST 
– AND SHIFTING 
YOUR MENTALITY 
FROM WHAT YOU 
THINK HAPPENED 
TO WHAT HAS 
ACTUALLY 
HAPPENED”
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such as “algorithm”, “artificial intelligence” and “machine learning” 
thrown around. On a simplistic level, all these refer to ways to quantify 
the effect of changing a variable on an outcome of a system, though they 
use different approaches.

Classical algorithms – and most AI fits this group – involve a set of 
functional rules written by humans. Machine-learning algorithms (see 
below) are designed to write their own rules after being “trained” by 
humans using large quantities of data. Increasingly, this data is 
unstructured or non-numerical – for example, photographs used for 
training image recognition algorithms.

Savva suggests it’s most helpful to categorise these various analytical 
approaches by their role in your operation: predictive and prescriptive.

Predictive analytics uses your data on what has happened in the past to 
create a model predicting the probability that something will happen in 
the future. “For this you need reliable historical data but also some 
contextual information about the future in order to be able to tell if the 
past is representative of the future,” Savva says. “And then it’s about using 
some statistical models to pick up the signal from the noise.”

In retail, for example, predictive models have become the standard  
way of forecasting demand for different products, so stores know what  
to stock. As you can imagine, there are so many variables that can be 
incorporated into the model that it can quickly get very complex.

Consider barbecue chicken, says Savva, who worked with Tesco on 
reviewing its predictive modelling. “Tesco’s big project was incorporating 
weather forecasts into demand forecasting, and weather does affect 
demand. But it’s not so much how much sun there was, or was it sunny 
on a weekend, it was whether this was the first sunny weekend in a while. 
If it’s the first nice Sunday in a month, you get a serious uptick in 
barbecue chicken.”

J

COMMON DATA TYPES

Administrative 
data
This is data already 
produced by  
your day-to-day 
operations – for 
example, invoices, 
purchase orders, 
transaction details 
and customer 
details.

External  
data 
Governments, 
companies and 
other third parties 
have datasets you 
can use or buy.  
But as it may have 
been collected  
for very different 
purposes, you may 
struggle to assess 
the quality.

Samples and 
surveys
If you’re unable to 
examine all the  
data you want,  
you can create a 
representative 
sample. Customer  
or market research 
surveys are a 
common example.

Experimental 
data
At its simplest, 
where you change 
one variable while 
keeping everything 
else the same to 
see if you get a 
different result. Not 
just for academics 
– A/B testing is  
now common in 
business.

Unstructured 
data
Non-numerical 
data like 
photographs  
and sounds can’t 
be entered into 
databases but  
are increasingly 
processable by 
sophisticated 
algorithms.
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The final level of sophistication is prescriptive analytics, which essentially 
means the model makes a suggestion for a decision, or even automates it, 
on the basis of the forecast and other contextual factors.

In the chicken case, a prescriptive model would automatically make  
the order more accurately and quickly than a human could, hopefully 
increasing product availability and reducing waste. But it can and does 
equally apply to supply chain optimisation, for example warehouse 
fulfilment, as to demand-side operations.

“This is the area where data science is making the most tangible 
returns,” Savva says, because unlike with your dashboard or your 
predictive forecast model, the effects of using this model can be 
quantified – you can look at what your model says would have happened 
if you’d chosen to do it the old-fashioned way.

BUSINESS NEED

CLEAR QUESTION

DATA COLLECTION AND SELECTION

DATA CLEANING

ANALYSIS MODELLING

INSIGHT

MODEL VALIDATION

PREDICTION
SUGGESTION

QUESTION ANSWERED

AUTOMATIONBUSINESS DECISION

J
Data science can take many forms, 
from descriptive analytics (left-hand 
side) to automation (right-hand side), 
but the process always begins with  
a business need and ends with a 
business decision.

THE DATA 
PROCESS
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In a nutshell SHOULD I USE 
MACHINE LEARNING?

As the shiniest tool in the data science kit, responsible for such 
advances as facial recognition and humanity-defeating Go 
machines, it’s tempting to assume machine learning can 

transform any task if you do it right, but Savva urges caution.
Any machine-learning task needs to meet three criteria, he says –  

strong historical data, clear objectives and low engineering complexity  
(a go/no go decision rather than something with many moving parts).

For example, with digital ad targeting, where machine learning is now 
common, there’s plenty of data and relatively low engineering complexity, 
but the objectives are tricky. Is it to get someone to click an ad? In which 
case, what do you do about alcohol ads being served to recovering 
alcoholics or fake news being served to voters?

With self-driving cars, which tech, automotive and transportation 
companies alike are spending vast sums to make a reality, there’s also  
lots of good real-time data, and for the most part the objective is clear – 
to get from A to B safely. “The difficulty is the engineering complexity. 
Self-driving cars have to make millions of decisions at any point in time, 
taking into account what other road users are doing, predicting what 
they’re going to do, obeying signals, operating in different weather 
conditions and so on,” Savva says.

“So in a sense it’s a task well suited to data science, but we’re just not 
sophisticated enough to do it yet.”

ANY MACHINE-LEARNING TASK 
NEEDS TO MEET THREE CRITERIA: 
STRONG HISTORICAL DATA,  
CLEAR OBJECTIVES AND LOW 
ENGINEERING COMPLEXITY”

“
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Hard drives rely on tiny components called 
recording transducers to read and write  
data. These are made by chemically 
processing silicon wafers, but microscopic 
imperfections in the wafer can result in 

transducers failing, which for a manufacturer like Seagate can  
be an expensive problem.

“You can only see these imperfections using electron 
microscope images, but our production line can generate up to 
10 terrabytes of images every day – far too many for engineers 
to check manually. The process must be automated,” Jeffrey D 
Nygaard, executive vice-president and head of operations, 
products and technology at Seagate Technology, says.

In the past, the company used a rules-based image analysis 
system, but found it to be a time-consuming process still prone 
to human error.

“It was far from perfect. The system could only go so far in 
comparing images – if an imperfection was an unusual shape or 
size, the system may not always have spotted it. It also required 
a significant time investment from our engineers, who had to 
programme every rule and feed in every example, manually.  
This was better than nothing, but it’s still time-consuming and 
laborious for highly-skilled engineers whose time would be 
better spent on other things,” Nygaard says.

A couple of years ago, Seagate invested in creating a sensor 
visualisation system, Edge Rx, that adapts the rules as it works. 
“The benefits are massive. It’s much, much smarter and crucially 
it learns as it works. It can do the basic comparative analysis with 
ease, but when it’s pushed by a more unusual imperfection, it 
can adapt the rules to the new problem. The algorithm learns 
from that and becomes better at spotting similar imperfections in 
the future,” Nygaard says.

“Also, because the engineers don’t have to ‘hold its hand’, they 
can move on to doing more complex, rewarding and higher 
value-add work.”
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S E A G AT E

THE BENEFITS 
ARE MASSIVE.  
IT’S MUCH,  
MUCH SMARTER 
AND CRUCIALLY  
IT LEARNS AS IT 
WORKS”

Case study 1

Computer vision AI to reduce 
hard-drive manufacturing errors

“



With thousands of miles of pipes, water 
companies can find it difficult to accurately 
locate leaks, with major implications for cost 
and regulatory compliance. The development 
of pressure and acoustic sensors has 

certainly made the task easier, but as Affinity Water discovered 
after working with geolocation firm Esri, the effects could be 
dramatically enhanced by bringing all this data into one place.

Their resulting Situational Awareness dashboard combines  
data from vehicle tracking and customer relationship 
management systems, as well as live feeds from more than 
20,000 sensors, James Tyreman, head of IT development  
at Affinity Water, explains.

“It used to take our engineers two weeks to diagnose and 
proactively locate leaks, and now the same process takes us just 
a single day.  Due to the dashboard’s ease of use and simplicity, 
it’s also possible for a range of staff members to identify these 
problems and keep customers informed.”
 
When a leakage problem has been fixed, data can be stored and 
combined with 15 years’ worth of historic leak data, including 
geospatial factors such as the precise location of the pipes 
compared to ground contours, soil type and water direction.

“We can look back to see the number of issues involving a 
particular pipe in the area, whether there’s a frequent problem 
with certain values or if pressure is being set to the wrong 
levels,” says Tyreman, adding that the information is also used to 
train machine-learning algorithms that can predict where leaks 
are likely to occur in the future.
 
As a result, Affinity Water announced earlier this year that it had 
beaten its ambitious five-year leakage reduction target of 15% 
ahead of time.
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A F F I N I T Y  W AT E RCase study 2

Data dashboard and machine-learning 
predictive algorithm to reduce water leakage

IT USED TO TAKE 
OUR ENGINEERS 
TWO WEEKS TO 
DIAGNOSE AND 
PROACTIVELY 
LOCATE LEAKS, 
AND NOW THE 
SAME PROCESS 
TAKES US JUST  
A SINGLE DAY”

“
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Part 2 EIGHT QUESTIONS 
YOU NEED TO ASK 
TO USE DATA 
INTELLIGENTLY
The starting point for the intelligent use of 
data, particularly of the more advanced kind, 
is not to be bamboozled by it

I’ve seen it time and again, when people in decision-making roles 
make really bad decisions because they’re letting the data do the 
driving, rather than using their own critical thinking. People’s eyes 

glaze over when they hear about a fancy algorithm, they fixate on the 
newness and the sophistication, but that’s misleading,” says Dustin 
Tingley, Professor of Government at Harvard University, where he 
teaches the Data Science Ready course.

Even the most advanced data science techniques involving deep 
learning and neural networks still require the same degree of scepticism 
you would apply to the most simple statistics. Armed with these 
questions from leading data scientists, you can understand the limits of 
what your data can tell you, and turn that raw scepticism into an asset.

1. What do you really want to know?

This isn’t as straightforward as it sounds. Let’s say you’re an FMCG 
manufacturer planning to launch a product in a new category, and 
you’re trying to decide between two options. Naturally, you ask your 
marketing department to source data indicating which one would 
perform better.

“‘Better’ can be defined in various ways, and different definitions 
might produce different conclusions,” David Hand, Emeritus Professor 
of Mathematics at Imperial College London and author of Dark Data: 
Why What You Don’t Know Matters, says.

Does it mean which product would sell more units or which would 
make the biggest profit? Over one year or three? Is it more important to 
engage existing customers or win over new ones?

Even if you know what you’re looking for, how are you going to 
compare results? Typically we use averages but there are different types 
of average (mean, median, geometric mean and so on), the choice of 
which can have a major impact on your conclusions.

“There is a mapping from the question as formulated in the real world 
to the question as formulated in terms of data and statistics. And that 

“
J
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mapping can generate mistakes and misunderstandings, unless you are 
very careful,” Hand says.

The answer? Think very hard about how to keep your question clear 
and unambiguous.

2. Why do you want to know it?

“Imagine you got the answer to your question. What do you do next? 
If the answer is ‘nothing’, then maybe you just want to know it for 
academic sakes,” Tingley suggests.

The act of tying your question to a business problem and an eventual 
decision is essential if you’re to justify your data science investment 
with a meaningful return. This needs to be done as part of your process, 
before any data collection or analysis.

If not, you will soon discover there are any number of tasks you can 
set your data scientists to, precious few of which will actually deliver any 
value, Tingley says. “I’ve found myself in this situation before where you 
have all this data and think there must be something useful so let’s play 
around with it for a bit. It’s a total rabbit hole.”

3. Are you measuring the right thing?

This is a question to ask yourself both when you’re formulating your 
question and when you’re cleaning your data – that is, ensuring it is 
as accurate and bias-free as possible. The problem occurs when it is 
not possible to directly measure the thing you’re looking to find out. It 
could be there’s no way to get the data, or what you’re trying to measure 
isn’t really quantifiable. If that happens, your data scientists will need 

to use a proxy (effectively, a set of data you believe 
corresponds to your needs) instead.

“By definition, proxies will differ from the ideal 
and you need to know that they don’t differ in a 
substantive way. You can use a survey to ask people 
about what products they prefer, but this might differ 
from what products they actually buy for all sorts of 
reasons,” Hand explains.

Tingley gives the example of a healthcare company 
in the US that used an algorithm to predict whether 
someone was likely to need additional hospital care: 

“They wanted to know whether a patient needed more help, which was 
a great question. But the proxy they used was how much money had 
been spent by the patient in the last year, under the assumption that if 
people were paying more money they must have a greater need.

“The problem was that it was screwing over black people, because 
black people in America are more reluctant to go to hospital for various 
reasons and face more barriers to healthcare, which meant they ended 
up with a lower estimated risk despite actually being sicker than white 
people on average.”

J

An important part of data 
cleaning is deciding whether 
outliers are part of the signal 
or just noise. There could be  
a very significant reason why 
this data point has such an 
unusual value, or it could be  
a measurement error, but the 
graph would tell a very 
different story without it.
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You will not be able to avoid using proxies, but you can at least 
challenge assumptions that one thing stands in for another – in data 
science terms, its “construct validity” – whenever it comes up.

4. Why this data?

There’s an old expression in the data world – “garbage in, garbage out”. 
You won’t get good answers to your question if you don’t have the right 
data – that is, data from which you can accurately separate the signal 
from the noise.

Given the enormous amount of data all around us, this necessarily 
means you’ll have to make decisions about which to include and which 
to exclude. There are various reasons you might choose to exclude 
certain datasets, mostly relating to the data quality.

“Measuring instruments might have limits beyond which they don’t 
record – like a mercury thermometer not recording the temperature 
below mercury’s freezing point. Unless you are aware of this limitation, 
you could draw incorrect conclusions. Questionnaires might not cover 
all possible responses adequately, so giving a distorted impression. 
Purchasing patterns might be very different at different times of day – 
and if you do not take account of this, you will be misled,” Hand says.

Self-selection poses a particular data quality challenge for surveys – 
the fact someone chooses to answer may make them unrepresentative 
of the wider population, so this may warrant adjustment.

Hand cautions it isn’t always apparent when data is biased, distorted 
or inadequate: “Crash test dummies, for example, were largely based on 
male body sizes, which was unfortunate for half the population.”

Indeed, sometimes you’re missing the most useful information 
without even realising it. “One starts with data that ‘obviously’ answers 
the question, but it may not be clear that there are other potential 
sources, or indeed what is missing from the data which has been 
collected,” Hand says.

This can lead you to fall into the dreaded correlation-causation trap, 
where you mistakenly assume one thing leads to something else, usually 
because you haven’t considered some third factor that connects the two. 

An example Hand gives in Dark Data is of the correlation between 
children’s height and their average score on vocabulary tests – the taller 
the kids are, the better their scores, but that doesn’t mean paying for 
English tutors will make little Millie any taller (though waiting until 
she’s a few years older just might).

Beyond excluding poor quality data, there are two things you can do 
to make sure you’re looking at the right data to answer your question.

The first is to use multiple datasets, which can allow you to check or 
triangulate your answer. “Different conclusions generated by datasets 
which superficially you might have expected to give you the same 
answer should lead you to look more carefully at what’s going on, and 
could lead to important discoveries,” Hand says.

 The other thing is to get diverse perspectives in the room. If more 

J

Crash test dummies were 
largely based on male 
body sizes, which could 
have distorted the data.
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women had been involved in early crash test dummy experiments, 
maybe someone would have figured out sooner the limitations of using 
male-only dummies.

5. How was it cleaned?

Basic data cleaning is essential to remove poor quality data during the 
collection stage. But after you’ve defined your datasets, there are at least 
three further cleaning tasks to be done so they will reveal their secrets.

The first is to define the limits for your analysis. If you want to know 
whether people are more likely to return products they bought online 
or in store, over what time period are you looking? A pattern that is 
apparent over 48 hours may disappear if you look over 30 days.

The second is to eliminate outliers. In the above example, it may be 
that average return rates are similar across both channels, except for 
coffee machines, where the online return rate is five times higher. This 
could be the result of an outlier or anomaly that skews the average from 
what would otherwise be a clear trend.

Unfortunately, it isn’t always clear whether something is an outlier 
or not. “Data clean for one purpose may not be for another. For some 
purposes outliers should be deleted, but for others they are a critical 
part of the data-generating process,” Hand says. Usually, it depends 

again on the question you’re 
trying to answer.

The final major type of data 
cleaning is to fill in the gaps. 
Many datasets have missing 
values, for good reasons. If you 
were looking at the disposable 
income of a set of people at 

10-year intervals, you might find more and more entries are 
missing as you go from 50 to 60 to 70 to 80 years old (death 
tends to have an effect on individuals’ earning potential).

This can be a particular challenge in surveys, when some 
people simply choose not to answer certain questions. If the reason 
for their not answering is random, you can probably ignore it. But the 
reason could be very relevant for your purposes, which means ignoring 
it could distort your conclusion. Hand gives the example of a survey 
measuring the success of a weight loss programme, where people 
who’ve had little success may be more likely to drop out – ignoring 
their missing data would make the weight-loss technique appear more 
effective than it actually is.

The first step in knowing what to do with gaps is to work out why 
the data is missing, Hand says. “What was overlooked when the data 
were collected? If you can do this, you stand a good chance of working 
out in what way the data you have got are biased or distorted as a 
representation of what you are studying. And from there you stand a 
good chance of being able to correct for the bias or distortion.”

J
Where you choose to set the 
limits for your data can have 
serious implications for the 
trends you see. Broken into 
segments, this sigmoid curve 
can look like exponential 
growth, linear growth or 
tailing off.
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You can try to fill in for missing or misleading data by finding relevant 
information elsewhere – for example, from similar situations or from 
other studies or companies – and then impute values into the gaps. 
You can also test your data against statistical principles like Benford’s 
Law (lower digits tend to appear more often in sets of numbers than 
higher digits, all other things being equal). If the data doesn’t fit the 
distribution, it could be a clue you’re missing something important.

6. How was it wrangled?

Often, you will need to combine or link very different datasets in order 
to extract insight from them and indeed to fill in gaps. Not only does 
this require you to correctly link items that appear in multiple datasets 
(is Sarah Khan from Wolverhampton here the same S Khan there?), 
it also requires you to make sure your data is formatted in a way that 
allows the sets to be linked.

This is called data wrangling, which Tingley says is “super important 
not only for cleanness but also for everything downstream”.

For example, you may decide to use data collected for one purpose for 
something else later on, which means you may need to transform it in a 
way that makes it useful for that purpose.

How you format the data can increase or diminish the chances of 
mistakes and misinterpretations, and carry cost implications, Tingley 
says. “The general rule is to have the data in as small a form as possible, 
but still retaining all the signal you want it to contain. Otherwise you’re 
going to waste money on big computers to analyse it.”

7. What if you’re wrong?

As we’ve already seen, there are all sorts of ways the conclusion you 
draw from your data analysis could be completely wrong. Sometimes 
the fault is with the data collection or the data subject. Survey 
respondents can lie. Datasets can be forgeries or fraudulent. The analyst 
may have adjusted the dataset or metrics to fit the hypothesis they came 
in with, by removing measures that contradict it or by taking numerous 
measurements and then selecting only the ones that fit (Hand calls these 
“trimming” and “cooking” respectively).

But perhaps the hardest deceit to spot is your own. Confirmation bias 
can afflict anyone if they’re not careful – both looking for the data that 
backs up what you already think, and seeing what you already know in 
the data you find. The trick is to make a point of actively seeking out 
information and interpretations that would disprove your hypothesis. 
It’s also important to consider the null hypothesis – that what you’re 
seeing may just be a coincidence.

This happens more often than you’d think. Business is filled with 
examples of regression to the mean, whereby unusual results average 
themselves out if given long enough. “In any dataset of any reasonable 
size, unusual configurations are certain to occur by chance. So if you 
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look hard enough, you can find apparent structure, relationships or 
correlations,” Hand says.

Looking too hard can be quite innocent – if you’re examining 1,000 
possible reasons why sales increased in Canada but not in Mexico, it’s 
quite likely some of them will falsely appear to be linked.

This is just how probability works. Hand says that a correlation is 
generally categorised as significant when the p-value is below 0.05, 
which means there’s less than a 5% chance that the pattern you’re 
observing would occur randomly. Rolling three sixes in a row is unlikely 
but not suspicious. Rolling 25 in a row may indicate the die is fixed.

One way to challenge apparent relationships – whether you were 
looking for them or not – is to look for the counterfactual. What if X, 
rather than Y, caused Z? What if you had done B instead of A? Ideally 
you should be able to find the answers to these questions by running 
carefully calibrated experiments such as A/B tests, or introducing 
different scenarios through prescriptive models.

8. Have you considered the unintended  
consequences?

Like most things that are highly useful but also highly complex, data 
science can lead to some serious unintended consequences, particularly 
in matters of ethics, regulation and the law.

On a grand scale, we’ve seen social media companies using algorithms 
that served up self-harm material to vulnerable teenagers and fake 
news to conspiracy theorists, not through any grand design but simply 
because no-one had fully considered what might happen if you build 
something that gives people what they appear to want.

Examples like this result in chief executives getting grilled by 
parliamentary or congressional committees, and their companies fined 
huge sums for breaching privacy regulations like the European Union’s 
GDPR. Others have faced reputational damage when they design facial 
recognition algorithms that can’t recognise black faces, because they 
didn’t make sure the training data reflected different backgrounds.

“Issues of data privacy are massive, yet many companies treat it as an 
afterthought and then get slapped with a fine. We have a whole separate 
class just dedicated to privacy and its relationship to different regulatory 
environments,” Tingley says.

He suggests habitually asking your data scientists where they got the 
data and whether people gave their consent. Anonymising personal 
data can satisfy privacy requirements, but be careful as they may still 
be identifiable. If you’ve built an algorithm that uses people’s personal 
data, it’s particularly important under GDPR that you can explain the 
decision the algorithm came to – for example, a low credit score or 
mortgage application denial. “Machine learning works in mysterious 
ways” won’t get you very far.

J
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UNINTENDED 
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IN MATTERS  
OF ETHICS, 
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Part 3

The starting point for building a company that thrives on data is 
not the volume of data you have at your disposal, the size of your 
IT budget or the number of data scientists you’ve hired. Instead, 

it’s having a culture where people throughout the organisation ask the 
sorts of questions data can solve, all the time.

To get a sense of what that sort of data-centric culture looks like on the 
ground, it’s worth zeroing in on arguably the world’s most data-savvy 
business, Amazon.

While you need to cultivate and nurture a spirit of rigorous inquiry, says 
Ishit Vachhrajani, Amazon Web Service enterprise strategist and former 
global chief technology officer at multibillion-dollar media company A+E 
Networks, “you cannot just stop there, especially in a large company. You 
have to have mechanisms and frameworks that allow you to scale this way 
of thinking and working beyond leaders’ immediate line of sight, and at 
all levels.”

One of the key frameworks at Amazon is called “working backwards”, 
where any suggestion for a new product or a change to an old one 
requires starting with a customer need and then – as the name implies – 
working backwards to consider what will need to happen, what 
assumptions need to be true and what data will be needed to prove it,  
in order to solve that need. It’s an approach sometimes called a “ladder  
of inference”, where you pass up the rungs from all the available data 
through to a robust conclusion.

At Amazon, this process is conducted by writing a memo called a  
PRFAQ (press release and frequently asked questions), usually at least  
six pages long.

“What’s important is how we write them. We don’t use qualitative 
objectives like ‘we want to ship faster’ or ‘improve page loading times’. 
We say ‘we want to ship the product in one day instead of two days’ or  
‘we want to reduce page load time from three seconds to one second’,” 
Vachhrajan says.

That’s a subtle change, but with a quantifiable outcome you can  
then start to look for quantifiable data to support or contradict your 
assumptions. The process also helps identify quickly what kind of  
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data you might need to make your decision, which means that even 
though writing the PRFAQ is time consuming, it ultimately quickens the 
decision-making process.

SPEAKING THE LANGUAGE

Successfully involving data analysis in business decisions necessarily 
requires people in the room that understand the business problem  
and those that understand how data can solve the problem. In most 
organisations, these are not the same people. If you want to build your 
data capability, it’s imperative both groups are able to speak each  
other’s language.

“There’s a really important role for a translator, someone who 
understands data science well enough to know what it can do, its 
limitations and so forth, but who also understands the business. These 
are the most valuable people in any organisation that wants to deploy 
data science, not just because they understand both sides but because 
they command respect from both sides,” Savva says.

This can involve hiring that rare breed that can read a business plan  
in English and Python with equal ease, but for deeper cultural change 
you’ll also need to look at educating your existing workforce to be more 
data literate.

This goes beyond everyone brushing up on their statistics, Vachhrajani 
says. “You need to define a common vocabulary around the core entities 
of your business – it’s amazing how often we find there are 27 different 
definitions in the company of who the customer is – and invest in that 
education on an ongoing basis, whenever you onboard new people or 
whenever you start a new initiative.”

Another method Vachhrajani suggests is the data hackathon, where 
people with business or product skillsets are brought together with 
individuals boasting engineering or data science skillsets to solve a 
problem. The exact nature of the problem is important, he says, if the 
exercise is to be a success.

“We’ll give them access to datasets that are publicly available, like 
parking tickets, traffic violations and census data, and we’ll give them a 
fun everyday problem like ‘find me a restaurant in Manhattan on Friday 
night where I can have dinner without getting a parking ticket’. That 
makes it much more relatable, and it helps people understand how to find 
the datasets they need, how to visualise them and how to combine them 
to answer these questions. And that knowledge is then brought back into 
the business,” Vachhrajani explains.
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WHO OWNS THE DATA?

Another way of overcoming your organisation’s disconnect between data 
scientists and business functions is to reduce the distance between them, 
literally. Embedding data scientists within a functional or project team – 
having them sit together sometimes, if possible – will improve levels of 
understanding. As a rule, the closer the analyst is to the customer and the 
business problem, the more effective they will be.

But as your data capabilities improve, such a decentralised approach 
can cause problems. What happens to datasets and analyses after they’ve 
served their initial purpose, for example? Is the way you build and clean 
datasets consistent across the business? To whom do you go to find and 
explain the data?

Without a coherent data strategy, you will soon be in a tangle, not least 
because data is very often used in useful ways for which it wasn’t 
intended and not knowing where the data came from, why it was selected 
and how it was cleaned can result in misleading conclusions.

In part, the answer is to have some measure of centralisation, with 
embedded data teams reporting both to the central data function and  
the local business team. The central team can ensure consistency around 
the data architecture – how data is collected, cleaned, transformed and 
moved around the company, and how this lineage is recorded in a way 
that makes all this easy to find.

Amazon also emphasises the role of data ownership and community. 
This means there are people within the business, called data publishers, 
who understand their domain really well, who define and validate the 
data and its governance, and then make that available to the wider 
enterprise.

“The publisher’s role in a data-driven company changes from the 
guardian or gatekeeper, who decides who gets access to the data and  
who doesn’t, to the steward of that information. They’ll invest time in 
educating other internal consumers about that dataset, how to use it, 
where it’s available, how frequently it’s refreshed and all the other data 
quality benchmarks,” Vachhrajani says. The published datasets are 
searchable in Amazon’s data marketplace, essentially a catalogue that 
explains in lay terms what the data is and what it can be used for.

HOW TO GET STARTED

This is all very well for a business like Amazon that has already reached 
an advanced level of data maturity, but it can seem very remote for 
organisations trying to become data-driven.
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Inertia is a major problem with any culture change – and don’t 
underestimate how significant a culture change this can be. Many people 
who have been perfectly successful doing things the old way will question 
the need to do things differently, while others just won’t know where to 
start. And you can’t just tell them to adopt a data mindset – cultures 
aren’t what you pronounce them to be, and old habits die hard.

Executive buy-in – or better, sponsorship – is essential to overcoming 
this inertia, Savva says, and the surest way to achieve that is to 
demonstrate the value a successful data project can bring. This, of course, 
leads to a chicken-and-egg situation: you need success to get buy-in, and 
buy-in to get success.

It’s a trap a lot of companies fall into. “It often happens when a business 
invests in building the data infrastructure without having a clear use case 
for it. So a year later, they’ve spent a lot of money and nobody believes in 
it, and it fizzles out,” Savva says.

Rather than hiring a gang of data scientists and hoping they’ll figure out 
some way of demonstrating their value before getting the chop, Savva 
suggests starting small: pick a specific problem that needs solving before 
investing in capabilities or even gathering any data, and justify the initial 
investment on the basis of a clear business case.

“Try to identify opportunities where you can make an impact and try to 
deploy local resources or hire the minimum resources required to make  
it happen. Once you prove the value in one small area, then find the next 
area, which will hopefully be a little bigger, and then the next. Bootstrap  
it in essence, build it up as and where needed, before you invest in 
databases or infrastructure,” Savva says.

“By continuously demonstrating the value of data science, you’ll convert 
people into believing in its capabilities, so they won’t see it as an external 
threat, but something complementary to what they already do.”

This is important because fear of what data science might mean for jobs 
can be one of the main reasons people resist. The key, Savva says, is to 
ensure that “becoming data-driven” remains a means to an end, rather 
than becoming the end goal itself.

“Your goal isn’t to change how the company works, it’s to improve one 
task at a time and to generate a positive return. Once you start getting 
these returns from data science, you’ll start to get widespread buy-in,” 
Savva concludes.
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